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Agentic Al for Cloud Infrastructure Operations: Resource
Provisioning and Autoscaling

Agentic Al is a way of building systems where models act as goal-driven agents that can
plan, use tools, and take multi-step actions, instead of just answering one query at a time. In
this view, an Al system is not just a prediction engine but an active component that observes
the environment, reasons about goals and constraints, and decides what to do next. While
many examples focus on end-user applications (e.g., assistants that write code or search the
web), the same ideas can also be applied “behind the scenes” to manage cloud
infrastructure operations such as resource provisioning and autoscaling.

Today, infrastructure management in cloud and Kubernetes-like environments is largely
based on feedback controllers [1, 2] with hand-crafted rules. In academia several papers
propose solution using Reinforcement Learing controllers [3, 4], which learn a fixed policy
over a narrowly defined state/action space. Metrics collectors (e.g., Prometheus) gather
CPU, memory, request rate, and latency data; Service-Level-Objectives are defined as
numerical targets (e.g., P95 latency < 200 ms); and autoscalers or resource managers
implement fixed policies like “scale out when CPU > 70%” or “add replicas when queue
length is high.” In practice, operators must configure and maintain a collection of
components, i.e., autoscalers, schedulers, admission controllers, cost dashboards, alerting
rules, and manually translate high-level goals (e.g., keep this service fast but cheap, GPUs
only when necessary) into low-level knobs and YAML files. This becomes even more
complex when multiple objectives (latency, throughput, cost, energy) and constraints (SLOs,
budget caps, resource limits, priorities) interact, often in non-trivial ways.

In this thesis, we propose to leverage agentic Al for infrastructure operations. Instead of
treating autoscaling and provisioning as fixed rule-based mechanisms, we will explore a
multi-agent setup where specialized agents monitor metrics and SLOs, analyze bottlenecks,
plan changes to resource allocations (e.g., number of instances, CPU/GPU choices, spot vs
on-demand instances), and propose safe actions to apply to the system. The idea is that
operators can express their intent in more natural, high-level terms, while the agentic
controller reasons about trade-offs, respects hard constraints, and adapts policies over time.
The thesis will investigate how such agentic controllers can interact with existing metrics and
control loops, how they can handle multi-objective decisions (e.g., SLO satisfaction vs cost,
CPU vs GPU usage, etc.), and what guardrails are needed to keep their actions safe and
predictable.
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